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Abstract

Physics obeys strict symmetries like rotational
equivariance. However, the standard Transformer
architectures widely used in physics foundation
models do not enforce these constraints by con-
struction. We introduce ReViT, a rotationally
equivariant Vision Transformer framework for
neural PDE solvers operating on grid-based phys-
ical fields that achieves exact equivariance for the
discrete groups C4 (2D) and the chiral octahe-
dral group O (3D), with bounded approximate
SO(d) equivariance for continuous rotations. Re-
ViT maps scalar and vector inputs into locally
invariant representations derived from physics-
based canonical bases, enabling the use of stan-
dard self-attention without symmetry violations.
Built on a hierarchical Swin-style backbone with
a precomputed reference basis pyramid, ReViT
preserves equivariance across multi-scale oper-
ations. We evaluate ReViT on a wide range of
2D and 3D PDE benchmarks, such as Magne-
tohydrodynamics and Turbulent Channel Flows,
demonstrating significant gains over state-of-the-
art baselines. ReViT exhibits strong generaliza-
tion, and reduces MSE by up to 65% compared
with the best-performing alternatives.

1. Introduction
The transformative impact of Transformer architectures has
been profound in building foundation models across do-
mains (Dosovitskiy, 2020; Liu et al., 2021). For scientific
applications, considering the diverse nature of inputs, dif-
ferent backbones have been adapted. For unstructured data,
graph-based Transformers and message-passing networks
have emerged as powerful tools (Fuchs et al., 2020; Hutchin-
son et al., 2021). These models excel at handling irregular

1Technical University of Munich (TUM) 2Munich Center
for Machine Learning (MCML). Correspondence to: Hao Wei
<hao.wei@tum.de>.

Proceedings of the 43 rd International Conference on Machine
Learning, Seoul, South Korea. PMLR 306, 2026. Copyright 2026
by the author(s).

geometries and symmetries. In contrast, numerous scien-
tific datasets, particularly for partial differential equations
(PDEs), are naturally defined on regular grids (Takamoto
et al., 2022; Gupta & Brandstetter, 2022; Koehler et al.,
2024; Ohana et al., 2024). Thus, vision-based Transformers,
such as the Vision Transformer (ViT) and Swin Transformer,
have been increasingly applied to grid-structured physics
data, demonstrating strong performance in surrogate model-
ing (Herde et al., 2024; Holzschuh et al., 2025b; McCabe
et al., 2024). In scientific applications, equivariance to sym-
metries is a critical property, as physical laws remain invari-
ant under transformations like rotations (Bronstein et al.,
2021; Puny et al., 2023). Rotational equivariance ensures
that predictions transform consistently with input orienta-
tions. Formally, a model f is equivariant to a group G if
f(g ·x) = g · f(x) for all g ∈ G. Rotational equivariance is
a property of the governing equations themselves: rotating
an entire physical system (including geometry and boundary
conditions) requires the solution to rotate accordingly, as
any numerical solver would reproduce. Recent work identi-
fies enforcing such symmetries as a foundational pillar for
trustworthy AI in computational fluid dynamics (Bauerheim,
2026).

These symmetries can be enforced by various approaches,
ranging from soft constraints via data augmentation to hard
architectural biases. Steerable and group-equivariant CNNs
provide the latter through constrained kernels, offering exact
equivariance for discrete groups (Cohen & Welling, 2016;
Weiler & Cesa, 2019). For Graph neural networks, invari-
ant graph networks and Tensor Field Networks (Cohen &
Welling, 2016; Weiler & Cesa, 2019) provide graph equivari-
ance. But all lack the potential of scaling up to a foundation
model level. The standard self-attention inherently encodes
permutation equivariance but lacks other symmetries. To
overcome such drawbacks, existing equivariant Transform-
ers predominantly focus on unstructured data, such as point
clouds in SE(3)-Transformers or LieTransformers (Fuchs
et al., 2020; Hutchinson et al., 2021). Existing vision-based
variants are generally limited to scalar inputs for classifica-
tion tasks (Romero & Cordonnier, 2020; Xu et al., 2023).
To our knowledge, no Transformer architecture currently
enforces rotational equivariance on grid-discretized physi-
cal data while natively supporting multi-type fields, such as
scalars and vectors.
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Figure 1.Qualitative comparison for the large-scale 3DMHDtest case under a� rotation around the z-axis (top: magnetic �eld, bottom:
velocity). ReViT accurately captures �ne-scale details that are smoothed out or distorted by baselines.

In this work, we introduce ReViT, a Transformer frame-
work that addresses this gap by extending vision backbones
with hard-constrained rotational equivariance for grid-based
inputs. Our contributions are summarized as follows:

1. ReViT: Rotationally Equivariant Vision Transform-
ers. We introduce ReViT, the �rst Transformer architecture
that is natively rotationally equivariant for grid-based scalar
and vector �elds. Unlike prior equivariant Transformers
targeting unstructured particles or graphs, ReViT retains the
inductive bias of regular grids, making it particularly suited
for scienti�c data such as �uid �ows and physical �elds.

2. Architecture-Agnostic Invariant Embedding. Drawing
from the strain rate tensor in �uid mechanics, we propose
to compute a rotation-invariant local coordinate system per
patch, yielding invariant tokens that enable the use of stan-
dard, optimized multi-head self-attention without compro-
mising physical symmetry.

3. Hierarchical Reference Basis Pyramid.We present a
Swin-inspired hierarchical backbone with a precomputed
Reference Basis Pyramid for equivariant multi-scale oper-
ations. This ensures strict equivariance across resolutions,
remains agnostic to underlying ViT-style architectures.

4. Extensive Validation on Diverse Physics Tasks.We
comprehensively evaluate ReViT across a broad range of
benchmarks, demonstrating strong generalization and equiv-
ariance: rotated MNIST (scalar classi�cation), 2D advection
(scalar rollout prediction), and other vector rollout predic-
tions like 2D Kolmogorov �ow, 3D turbulent channel �ow,
and 3D magnetohydrodynamics.

2. Related Work

Equivariance by canonicalization.Several works achieve
equivariance by transforming data into a canonical reference
frame, including a global canonical orientation (Zhao et al.,
2022; 2020; Baker et al., 2024; Li et al., 2021; 2025b),
and a local canonicalization (Wang & Zhang, 2022; Luo
et al., 2022; Du et al., 2023; Lippmann et al., 2025; List

et al., 2025). These approaches rely on graph-based message
passing, resulting in quadratic complexity and high memory
demands that overlook the regular grid structure.

Group CNNs. By lifting standard convolutional operations
to symmetry groups, CNNs have been extended to broader
symmetry groups (Cohen & Welling, 2016). This paradigm
has been successfully generalized to planar rotations (Diele-
man et al., 2016; Marcos et al., 2017; Worrall et al., 2017;
Graham et al., 2020), spherical rotations (Cohen et al., 2018;
Sosnovik et al.; Romero et al., 2020b), groups in Fourier
domain (Helwig et al., 2023), and more general symmetry
groups (Kondor & Trivedi, 2018; Tai et al., 2019; Venkatara-
man et al., 2020; Bekkers, 2020; Chen et al., 2021; Finzi
et al., 2020; Li et al., 2024; 2025a). However, discrete ker-
nels tie weights to �xed positions, leading to parameters
scaling signi�cantly with resolution (Romero & Cordonnier,
2020; Xu et al., 2023).

Equivariant transformers. To build equivariant transform-
ers, self-attention has been lifted into group space (Romero
& Hoogendoorn, 2019; Diaconu & Worrall, 2019). How-
ever, lifting attention signi�cantly exacerbates the parame-
ter and memory bottlenecks, often limiting these models to
small-scale classi�cation tasks (Romero et al., 2020a; Xu
et al., 2023). While other equivariant Transformers (Liao &
Smidt; Hutchinson et al., 2021; Fuchs et al., 2020; Spinner
et al., 2025) excel on sparse point clouds, their quadratic
complexity relative to the number of input points makes
them computationally intractable for dense 3D grid data.

3. Theoretical Analysis: Why ViTs fail

This section establishes the theoretical foundations of Re-
ViT. We introduce the fundamental concepts of rotational
equivariance and rigorously identify the structural barriers
that prevent standard Vision Transformers from processing
vector-valued physical �elds equivariantly.

Group Actions on Fields.Let 
 � Rd be a spatial domain
(d 2 f 2; 3g). We consider a physical �eldf : 
 ! V ,
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whereV is the feature space (e.g.,R for scalars,Rd for
velocity vectors). In practice, this is represented as a dis-
cretized tensor on a grid. The symmetries of the domain
are described by the Special Orthogonal groupG = SO(d).
Each elementg 2 G corresponds to an orthogonal rotation
matrixR (g) 2 Rd� d. Crucially, the group action of rotation
depends on the physical nature of the �eld. LetL g denote
the induced action ofg on a function. For ascalar �eld
� : 
 ! R, the group acts only on the spatial coordinate:

[L g � ](x) = � (R (g) � 1x): (1)

In contrast, for avector �eld u : 
 ! Rd, the group acts on
both the domain and the value:

[L gu](x) = R (g)u(R (g) � 1x): (2)

A neural network� is equivariantif it commutes with this
action:�( L gu) = L g �( u).

Permutation Equivariance of SA. Let X 2 RN � C denote
a tokenized representation of the �eld, where each token
corresponds to a spatial locationx i 2 
 . TheSAoperator
is de�ned as:

SA(X ) = softmax
�

XW Q (XW K )T

p
dk

�
XW V ; (3)

whereW Q ; W K ; W V are learned linear projections acting
on the feature dimensionC. SAis inherentlypermutation
equivariant. If a rotationg induces a permutation� g 2 SN

on the spatial tokens, it holds that:SA(� gX ) = � gSA(X ):

This property is suf�cient for �elds where the features within
tokens remain invariant, such as scalar �elds (Romero &
Cordonnier, 2020), but is insuf�cient for vector �elds, as
detailed below.

3.1. Challenges to Equivariance in ViTs

We identify 3 distinct mechanisms by which standard ViTs
violate rotational equivariance when applied to vector �elds.

C1. The Tokenization Barrier. Before SA is applied,
ViTs partition the domain into patches. LetPi � 
 be a
local patch of sizeK d (d 2 f 2; 3g). The standard patch
embedding �attens the vector �eld withinPi into a vector
v 2 RK d �d and applies a learnable linear mapE to obtain
zi = E(v). Crucially, this �attening operation entangles the
semantic content of the patch with the speci�c grid ordering
of its pixels. Under a rotationg, the pixels withinPi undergo
a spatial permutation� g, changing the �attened input to
� gv . To leverage the permutation equivariance of theSA,
the input tokens themselves must be invariant to these local
transformations. That is, we requirez0

i = E(� gv) = zi .
But, standard linear embeddings fail to satisfy this condition,
asE(� gv) 6= E(v ) in the general case. Consequently, a

rotated pattern is projected into a disjoint region of the latent
space, preventing the model from translating permutation
equivariance into rotation equivariance.

C2. Loss of Spatial Equivariance. While theSA op-
erator is permutation equivariant, it is blind to geometry.
To resolve spatial ambiguity, Positional Encodings (PEs)
are introduced, but standard implementations fundamentally
break rotational equivariance:

Absolute PEs break equivariance:Standard ViTs use �xed
absolute encodingsP(x). For a rotationg, the positionx
transforms toR (g)x, but the stored encoding remainsP(x).
Thus,P(R (g)x) 6= � gP(x), preventing the model from
recognizing the rotated object.

Relative PEs lose directionality:Relative PEs (x i ; x j )
depend on the displacement vector� ij = x j � x i . It restores
translation equivariance (as(x i + t) � (x j + t) = x i � x j ),
but struggles with rotational equivariance. As derived in
(Romero & Cordonnier, 2020), ensuring rotational equiv-
ariance requires the PEs to be invariant to the group action,
 (R (g)x i ; R (g)x j ) =  (x i ; x j ); 8g 2 G. An isotropic
function, likekx i � x j k, �ts this constraint. But it discards
all directional orientation information. Thus, PEs break
rotational equivariance or eliminate orientation information.

C3. The Representational Mismatch. The most funda-
mental challenge arises from how rotations act on feature
values. For a scalar �eld, a rotationg acts solely on coor-
dinates, resulting in a rearrangement of pixels, leaving the
value unchanged. On a discrete grid, this induces a permu-
tation � g. SinceSA commutes with� g, the operation is
theoretically rotation equivariant. Thus, for scalar �elds,
ViTs can achieve rotational equivariance once spatial index-
ing is handled appropriately. GSA and GE-ViT (Romero
& Cordonnier, 2020; Xu et al., 2023) achieved rotational
equivariance by leveraging the permutation equivariance of
SAwith lifting the positional encoding to the groupG.

In contrast, for a vector �eld, even if the spatial position-
ing issues were resolved, a fundamental structural failure
remains. As shown in Equation (2), rotations act on both
coordinates and values, indicating that for the network to
be equivariant to vector inputs, the linear projections must
commute with the geometric rotation:

W (R (g)u) = R (g)(Wu ): (4)

By Schur's Lemma (Serre et al., 1977), any linear map com-
muting with an irreducible representation, like rotations of
vectors, must be a scalar multiple of the identity (W = � I ).
This creates a fundamental con�ict: a standard linear layer
W cannot mix vector components without breaking equiv-
ariance. As ViT projection matrices are unconstrained and
dense, which violates Equation (4) and breaks equivariance.
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4. Methodology of ReViT

In this section, we introduce the ReViT architecture. By
adapting local canonicalization to ViTs, we decouple ba-
sis transformations from feature learning, effectively solv-
ing challenges C1 to C3. As illustrated in Figure 2, the
model �ow alternates between two distinct states:invariant
processing(depicted in blue), where features are invariant
within local canonical frames, andglobal transitions (de-
picted in orange), where the physical basis is transformed.
The overall architecture consists of 3 stages: (1) Local
Canonicalization, (2) Invariant Transformer Processing, and
(3) Equivariant Decoding.

4.1. Local Canonicalization for Representational
Mismatch

To resolveRepresentational Mismatches(C3),we abandon
global Cartesian coordinates in favor of local, physics-based
reference frames. LetPi be a local patch of the input vector
�eld u. Our core mechanism is the computation of aLocal
Canonical BasisB i 2 SO(d), which is derived determin-
istically from the �eld values within the patch. Given such
a basis, we project the physical vectorsuk (wherek 2 Pi )
into the local frame:u local

i;k = B T
i uk :

Proposition 4.1 (Invariance of Local Projection). Let
� (B T

i U i ) be the patch embedding whereB i 2 SO(d) is
the local canonical basis derived from the input �eld. Then
for all R 2 SO(d): � (B 0T

i (RU i )) = � (B T
i U i ), where

B 0
i = RB i .

Proof of Invariance: SinceB i is based on the input �eldu,
it rotates accordingly:u0

i 7! R (g)u i =) B 0
i 7! R (g)B i .

Under a global rotationg 2 SO(d), u local
i;k become invariant

to global rotations:

(R (g)B i )
T (R (g)uglobal

i ) = B T
i R (g)T R (g)uglobal

i

= B T
i uglobal

i = u local
i;k

(5)

After re-basing, vector components becomeinvariant
scalars. Consequently, standard linear projectionsW can
be applied without violating equivariance constraints, re-
solving the representational mismatch.

Unlike previous methods relying on the computationally
heavy eigen-decomposition of the strain tensor (List et al.,
2025), we derive the basis directly from macroscopic di-
rectional �elds. In 3D, we utilize the mean velocity�u i

and mean vorticity�! i . To ensure strict orthogonality and
computational ef�ciency, we employ a stabilized analytical
orthogonalization based on sequential cross-products. It
deterministically constructs the basis vectors while explic-
itly handling singularities, such as collinear �elds, and is
applicable to general vector �elds. Additionally, we also
detail a robust adaptation of the strain-based approach for
grid-based Transformer architectures in Appendix C

We emphasize that the canonical basis can be constructed
from any equivariantly transforming vector quantity, not
exclusively �uid velocity. Our experiments already demon-
strate this generality: RotMNIST uses the spatial gradient
r � of the scalar image �eld (Appendix C.3), MHD uses the
magnetic �eld rather than velocity. The only requirement is
non-degeneracy (k�u i k > � ); degenerate cases are handled
by deterministic fallback procedures detailed in Appendix C.
A further discussion on the generality of ReViT, including
extensions to higher-order tensor �elds, is provided in Ap-
pendix J.

4.2. Invariant Embeddings for Tokenization Barrier

Instead of �attening the patch into a �xed-order vector,
which breaks under rotation-induced permutations (C1),
we treat the projected local vectors within patchPi as a set
of invariant feature vectorsXi = f h i;k j k 2 Pi g, where
h i;k = MLP(u local

i;k ). To aggregate this set into a �xed-
size representation while preserving permutation invariance,
we adapt a Set-Transformer (Lee et al., 2019). Firstly, a
learnable latent tokenhquery 2 RD is concatenated with the
set of invariant features to form the input sequenceH =
[hquery; h1; : : : ; hK d ]. We then apply a standardSA layer
H 0 = SA(H ), and extract the query token,zi = H 0[0].
Consequently, the operation is strictly permutation invariant:

Agg(� (Xi )) = Agg(Xi ): (6)

This ensures that even as the locations permute under rota-
tion, the resulting patch token remains numerically identical,
ensuring a rotation-invariant input to the main transformer.

4.3. Relative Rebasing for Spatial Equivariance

To address theLoss of Spatial Equivariance(C2), we funda-
mentally alter how position embeddings (PEs) are injected
into the attention mechanism. Standard relative PEs loose
directional information. In ReViT, since the relative PEs
depend on the displacement vector� ij = x j � x i , we de�ne
therebased relative positionby projecting� ij into the query
token's basisB i : p ij ! i = B T

i � ij = B T
i (x j � x i ):

By construction,p ij ! i is invariant to global rotations while
remaining anisotropic in the query-local frame, thereby pre-
serving directional information relative to the local �ow.
This vector is mapped to a scalar positional bias via an MLP,
P ij = MLPpos(p ij ! i ). CollectingP ij for all token pairs
yields an attention bias matrixP 2 RN � N , which is added
to the dot-product attention logits:

SA(X ) = softmax
�

XW Q (XW K )T

p
dk

+ P
�

XW V : (7)
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Figure 2.Overview of the ReViT architecture. The hierarchical encoder-decoder alternates betweeninvariant processing(blue) and
global transitions (orange). TheReference Basis Pyramid(purple) acts as the bridge between these states, supplying local basesB( l ) to
mediate resolution changes (Merge, Expand) and the �nalEquivariant Rebase.

As the PEs enter the attention only through a bias term, the
resultingSA operator preserves permutation equivariance
while remaining equivariant to global rotations.

4.4. From Invariance to Equivariance: Equivariant
Decoding

The transformer outputs a sequence of processed invariant
tokensh (L )

i , which effectively encapsulate the conditional
physics of each patch. To recover the physical vector �eldu0

in the global frame, we must reintroduce the spatial structure
and orientation. We employ alocal query decoderthat
reverses the encoder's aggregation process. Following the
continuous reconstruction paradigm of CViT (Wang et al.,
2024), we de�ne a �xed canonical grid of coordinatesG =
f � m 2 [� 1; 1]dgP d

m =1 . These coordinates are mapped to
high-dimensional embeddings via Fourier features to serve
asspatial queriesQgrid. We then apply a cross-attention
mechanism to reconstruct the dense spatial details from
the compressed semantic information (Wang et al., 2024;

Koupä� et al., 2025).zlocal
i = CrossAttn

�
Qgrid; h (L )

i

�
:

To achieve global equivariance, we lift the predictions back
to the global coordinate system using the preserved local ba-
sisB i : u0

i = B i � zlocal
i : Because the local predictionszlocal

are invariant to the input rotation, andB i rotates concur-
rently with the input, the �nal output is strictly equivariant.

4.5. Hierarchical Equivariance via Reference Basis
Pyramids

To capture features at varying resolutions, we extend ReViT
into a hierarchical backbone inspired by the Swin Trans-
former (Liu et al., 2021). But standard patch merging (e.g.,
pooling) is mathematically invalid for our tokens, as averag-
ing vectors de�ned in disparate local bases breaks physical
consistency. To resolve this, we introduce areference basis

pyramid, a pyramid of local canonical basesB( l ) = f B ( l )
k g,

pre-computed at each resolutionl from the input �eld u.
Then we employ a “globalize-resample-localize” procedure:
before changing resolution, invariant features are projected
back to a global coordinate frame. Once aligned globally,
they undergo valid spatial operations like pooling or interpo-
lation before being immediately re-projected into the target
resolution's local bases. This ensures that features remain
rotation-invariant across scales, allowing ReViT to function
as a hierarchical backbone with a strict equivariance chain.
Speci�cally, for patch merging (downsampling), we ap-
ply average pooling with kernel size2d and stride 2 in the
global frame, followed by LayerNorm and a linear layer for
channel expansion. Forpatch expansion(upsampling), we
use trilinear interpolation to upsample features by a factor
of 2, fused with encoder skip connections via concatena-
tion, followed by LayerNorm and a linear layer for channel
reduction.

The hierarchical design also mitigates potential boundary
effects under arbitrary rotations. When pixels shift across
patch boundaries due to rotation, the shifted window at-
tention mechanism propagates information across adjacent
patches, averaging out boundary inconsistencies. Hierar-
chical merging further absorbs these effects: boundary in-
consistencies at one resolution are subsumed into shared
patches at the next coarser level. The reference bases at
each level are pre-computed from the input and co-rotate
with it, ensuring self-consistency. A discussion of why local
bases are preferred over a single global basis is provided
in Appendix I.

In summary, ReViT resolves representational mismatches
by projecting vectors into local canonical bases, yielding
invariant embeddings compatible with standardSA via a
permutation-invariant aggregator. Note that the position of
pixels within a patch is not used for computing the invari-
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ant embedding, consistent with standard ViT/Swin practice;
empirically, adding intra-patch positional encoding does
not improve and can slightly hurt performance (see Ap-
pendix J.3). We preserve spatial structure using rebased
relative PEs that maintain local anisotropy. The architecture
concludes with an equivariant decoder that lifts predictions
back to global, while a reference basis pyramid mediates res-
olution changes to ensure hierarchical physical consistency.
An ablation study of the architectural design is detailed
in Appendix B.

Analysis of Equivariance. Strictly speaking, our ReViT
achieves exact chiral octahedral groupO equivariance and
approximateSO(3) equivariance. The gap stems from un-
avoidable grid-based constraints: resampling introduces an
interpolation bias, and discretization artifacts arise from
�xed patch/window boundaries. Unlike�2 , arbitrary rota-
tions introduce interpolation bias and force features to cross
these boundaries irregularly, breaking grid symmetry. Thus,
we focus on the effectiveness of guaranteeing equivariance
for the discrete chiral octahedral groupO as a robust proxy
for the continuous groupSO(3). Meanwhile, we inves-
tigate whether augmentation helps ReViT dampen these
discretization artifacts, thereby enhancing robustness with-
out claiming strict mathematical validity. We formalize this
gap in Appendix G by showing that the equivariance defect
is bounded bykf (I h (Ru)) � Rf (u)k � L f � � resamp, where
� resampvanishes forR 2 O and decreases asO(hp) with
grid spacingh.

We empirically validate the rotational equivariance over
the 24 elements of the chiral octahedral groupO on 3D
data. The equivariance defect is evaluated independently
for eachg 2 O and averaged over all test samples, with-
out any optimization over group elements. Using the error
metric E(U ; g) = kf (g � U ) � g � f (U )k andR2(g) =

1 �
P

n j f (g�u n ) � g�f (u n ) j2

P
n j g�f (u n ) � g�f (u n ) j2

as a normalized similarity mea-

sure, ReViT-3D achieves perfect equivariance (R2 = 1 :0)
across all 24 con�gurations (Figure 3). Conversely, base-
lines exhibit near-zero correlations for non-identity (O0)
rotations, indicating a fundamental lack of equivariance in
standard backbones. Note thatO is the maximal �nite rota-
tion subgroup ofSO(3) compatible with a cubic grid (Balla
et al., 2025); further details on the metric are in Appendix H.

5. Results

To comprehensively validate the effectiveness of ReViT, we
evaluate it across a diverse set of datasets and compare it
against established baselines. To demonstrate the �exibility
of our method, which is designed to integrate seamlessly
with existing successful architectures, we implement Re-
ViT using two distinct backbones. The �rst is the standard
Vision Transformer (Dosovitskiy, 2020), deployed for the

Figure 3.Rotational equivariance evaluation over the chiral octa-
hedral groupO. The radial axis represents theR2 score between
the rotated model output and the model output on rotated inputs.
While baselines fail to generalize to rotations (R2 � 0), ReViT-3D
maintains perfect symmetry (R2 = 1 :0).

rotational classi�cation task on RotMNIST. The second is
a Swin-based architecture (Liu et al., 2021) used for sci-
enti�c foundation models in the form of PDE-Transformer
in 2D (Holzschuh et al., 2025b) and 3D (Holzschuh et al.,
2025a), which we apply to PDE-based prediction tasks.

5.1. Experimental Con�gurations

RotMNIST. We begin with RotMNIST, a canonical bench-
mark for evaluating rotation equivariance. It consists of 62k
gray-scale (28� 28) handwritten digits, uniformly rotated.
Herein, we benchmark ReViT against two state-of-the-art
equivariant transformer architectures: GSA-Nets (Romero
& Cordonnier, 2020) and GE-ViT (Xu et al., 2023).

2D Advection. The second dataset, denoted asAdv, is de-
rived from the AdvBox benchmark (Lino et al., 2022a;b;
List et al., 2025) to allow for comparisons with equivariant
GNNs. The training set comprises 1500 simulations, with
20% used for validation, while the test set consists of 200
simulations. The original unstructured data was resampled
onto a regular grid for the training of Transformers as de-
tailed in F.2. The physical setup involves a passive scalar
quantity� advected by a constant velocity �eldu within a
periodic domain. Here,� represents the sole dynamic quan-
tity. We compare ReViT against equivariant networks, in-
cluding a data-augmented, regular GNN (denoted by GNN-
Aug), ReGNN (List et al., 2025), REMUS (Lino et al.,
2022b), SE3GN (Brandstetter et al., 2021), and an equiv-
ariant transformer-based model, LGATrans (Spinner et al.,
2025). Moreover, we include a regular, non-equivariant
PDE-Transformer (Holzschuh et al., 2025b) due to its ar-
chitectural similarities with ReViT. For this comparison,
the graph-based models are evaluated on graph-structured
meshes, in accordance to their training data (Lino et al.,
2022b), while the transformers operate on regular mesh.

2D Kolmogorov Flow. The third dataset, denoted asKF,
represents a 2D Kolmogorov Flow scenario sourced from
the APEBench benchmark (Koehler et al., 2024). The task
involves predicting the time evolution of a velocity �eld
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Table 1.Comparison of accuracy and computational costs. Time
costs are reported in milliseconds per batch. Memory represents
the total VRAM usage by 1 GPU with a batch size of 32.

MODEL ACC (%) TR. (MS) INF. (MS) MEM (GB)

GSA-NETS(R4 ) 97.46 298.8� 0.9 110.0� 0.1 5.27
GSA-NETS(R8 ) 97.90 144.2� 2.1 65.2� 0.2 29.9
GSA-NETS(R12 ) 97.97 272.6� 0.6 118.7� 0.5 95.5
GE-VIT(R12 ) 98.01 281.0� 0.7 118.9� 0.3 95.5

REV IT(OURS) 98.26 67.7� 0.2 31.0� 0.7 1.81

under spatially periodic sinusoidal forcing. The resolution
of the velocity �eld is1602, and the dynamics are governed
by the incompressible Navier–Stokes equations with peri-
odic boundary conditions as detailed in Appendix F. The
periodic nature of the domain allows for arbitrary rotations
without padding artifacts, makesKF an ideal testbed for
examining the performance of equivariant models.

3D Magnetohydrodynamics Compressible Turbulence.
The fourth dataset, denoted asMHD, focuses on 3D com-
pressible magnetohydrodynamic turbulence sourced from
The Well dataset (Ohana et al., 2024; Burkhart et al.,
2020), with a spatial resolution of643. ForMHD, the input
is more complex, consisting of a scalar density �eld and two
vector �elds: the velocity and the magnetic �eld. Since there
are two vector �elds, to demonstrate the robustness of local
canonicalization, we use the magnetic �eld rather than the
velocity to rebase all the vectors. The full governing equa-
tions are provided in Appendix F. For our experiments, we
set the Sonic Mach number toM s = 0 :5 and the Alfv́enic
Mach number toM A = 0 :7. Here, we evaluate ReViT
against a comprehensive suite of benchmarks, including
P3D (Holzschuh et al., 2025a), AViT (McCabe et al., 2024),
Adaptive FNO (AFNO, (Guibas et al., 2021)), Swin3D, our
own implementation of SwinV2 (Liu et al., 2022), and a 3D
variant of UNet (Ronneberger et al., 2015).

3D Turbulent Channel Flow. The �nal dataset, denoted
asTCF, represents a periodic channel with no-slip bound-
aries at the walls (y-axis) driven by dynamic forcing to
maintain energy levels against wall friction. This dataset is
a widely used benchmark for PDE prediction (Holzschuh
et al., 2025a; Franz et al., 2026; Wei et al., 2025; Balla et al.,
2025). We consider a Reynolds number400, with 200 snap-
shots captured at� t = 0 :1 on a963 spatially adaptive grid.
The benchmarks kept the same withMHDdataset.

5.2. Classi�cation Performance

We begin by evaluating ReViT against equivariant Vi-
sion Transformers on the canonical benchmarkrotMNIST .
Herein, GSA-Nets, utilizing group discretizations of size 4,
8, and 12 (denoted asR4; R8; R12), and GE-ViT withR12.

As shown in Table 1, ReViT achieves SOTA accuracy

Figure 4. Evaluations forAdv: a) Qualitative at rollout step 20.
ReViT closely matches the reference by capturing details more
accurately than baselines, which show artifacts near the boundary.
b) Temporal stability over 20 autoregressive steps. ReViT exhibits
the highest stability compared to baselines. c) Computational
ef�ciency vs prediction accuracy tradeoff: ReViT (green) achieves
the lowest error with competitive latency.

(98.26%) while delivering a� 4� speedup and a� 53�
memory reduction (1.81 GB vs. 95.5 GB) compared to the
R12 baselines. The baselines' inef�ciency stems from the
“lifting” operation (Rd ! Rd o H), which expands feature
maps by the stabilizer sizejHj . This in�ates self-attention
complexity toO(N 2jHj 2), a constraint also present in GE-
ViT (Xu et al., 2023). These results demonstrate that the ex-
plicit lifting procedure incurs unsustainable computational
costs, rendering these architectures infeasible for larger-
scale data. Thus, we exclude lifted architectures from the
subsequent high-dimensional scienti�c experiments.

5.3. PDE-focused Architectural Comparisons

As rotationally equivariant graph-based architectures are
popular for PDE-based solvers, it is interesting to analyze ad-
vantages and disadvantages of graph and transformer based
architectures in the context of PDE inference. For this, we
evaluate ReViT's performance against state-of-the-art base-
lines across prediction accuracy, computational ef�ciency,
and long-term stability based on theAdv test case.

The quantitative evaluation of long-term rollout stability is
presented in Figure 4(b). Our ReViT achieves the lowest
MSE (� 10� 4) among all compared methods, while the
baseline GNN methods (ReGNN, REMUS, SE3GN) exhibit
a stronger error accumulation and high variance across dif-
ferent random seeds. LGATrans, as a recently proposed
general approach for equivarance, likewise yields subop-
timal accuracy. This is caused by its regular transformer
backbone, which, despite being equivariant, lacks the induc-
tive biases of ViT architectures for spatio-temporal tasks.

Crucially, ReViT consistently outperforms its closest ar-
chitectural competitor, the non-equivariant PDETrans (red
curve), which highlights the speci�c contribution of the pro-
posed equivariant mechanisms introduced in our paper. The
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Figure 5.The bars represent the MSE at paired orthogonal angles:
at the top top for� , and bottom for� + �

2 . Both bars should be
identical for an equivariant model. The text annotations indicate
the relative error percentage between the pair. ReViT achieves
0.0% relative error (perfect equivariance), while PDETrans (pur-
ple/pink) shows high variance(up to +162.8%) on unseen angles.

Figure 6.Predicted velocity �eld(u; v) of an orthogonal angular
pair after 20 steps rollout, and an error map shows the difference
between the rotation of the�6 and 2�

3 . ReViT achieves perfect
equivariance, but PDETrans variants show strong artifacts.

inference latency against the 20-step cumulative MSE is
shown in Figure 4(c). As shown in Figure 4(a), all GNN
methods exhibit signi�cant artifacts near the left boundary
which periodically wraps to the right, and contains a �ner
cells in the underlying graph. While PDETrans captures
the general structure, ReViT yields sharper boundaries and
clearer separation between wave peaks, further validating
the ef�cacy of embedding geometric symmetries directly
into the transformer backbone. The computational cost
shown in Figure 4(b) shows that the lightweight GNN archi-
tectures as proposed for this test scenario (List et al., 2025)
offer lower inference latency, but they suffer from error rates
that are an order of magnitude higher (MSE � 10� 3). The
computational overhead of ReViT is comparable to the non-
equivariant PDETrans with a 11.6% increase, yet it delivers
superior accuracy by a reduction in MSE around 37.2%,
con�rming that the proposed method improves performance
without introducing prohibitive computational costs.

5.4. Robustness on Arbitrary Angles via Data
Augmentation

To evaluate model performance under continuous rotation
and the effect of data augmentation, we analyze prediction

accuracy over 20 rollout steps across angular intervals of�
12

within the range(0; � ). Our evaluation focuses on orthog-
onal angular pairs (� and� + �

2 ). A grid-based rotation by
�
2 has no discretization artifacts, and hence an equivarant
model should yield identical performance. We use the rel-
ative difference in MSE between these orthogonal pairs to
quantify equivariance errors. To study the impact of data
augmentation, we compare against two baseline strategies:
random angular augmentation (PDETrans-Aug) and speci�c
discrete training angles (PDETrans (+� )).

As illustrated in Figure 5, ReViT demonstrates perfect equiv-
ariance for all orthogonal angular pairs (top and bottom bars
for rotated input match). The relative error for all ReViT
con�gurations is exactly+0.0%, regardless of the input an-
gle � . This con�rms that ReViT successfully preservesC4

symmetry, rendering the model mathematically equivariant
to discrete�

2 rotations. This is qualitatively veri�ed in Fig-
ure 6, where the difference map between the orthogonal
pair for ReViT only shows �oating point noise. Further-
more, ReViT bridges the gap from discreteC4 symmetry
to continuousSO(2) generalization with minimal data aug-
mentation. While artifacts prevent strict equivariance for
non-orthogonal rotations, ReViT maintains a consistent per-
formance. From Figure 5, even the base ReViT remains
stable across unseen angles, and additional training data
further reduces errors.

Relying solely on data-driven invariance, the data-
augmented PDETrans baselines lead to larger errors and
unstable generalization. The randomly augmented model
(PDETrans-Augin brown) shows a relatively stable perfor-
mance, but exhibits a130:8% larger MSE compared to the
best ReViT variant. It additionally produces blurry predic-
tions, as shown in Figure 6. With speci�c discrete angles,
there is severe over�tting. E.g., PDETrans (�

6 ; �
3 ) in Fig-

ure 5 exhibits an error spike of +162.8% when evaluated on
orthogonal pairs. This stark contrast highlights that with-
out inductive biases for equivariance, standard transformers
merely memorize speci�c orientations via data augmenta-
tion, lacking underlying physical symmetries.

5.5. Generalization via Equivariance in 3D

We evaluate ReViT and competing benchmarks on two 3D
tasks in terms of their generalizing capabilities on the chiral
octahedral groupO. The statistical isotropy of turbulence
provides strongimplicit rotational augmentation(Balla
et al., 2025), theoretically allowing standard networks to
learn rotational symmetries from data. However, the effec-
tiveness of this implicit learning is limited by the physical
constraints of the �ow. While the mean magnetic �eld in-
troduces global anisotropy inMHD, the periodic boundary
conditions imply spatial homogeneity, and the turbulent cas-
cade provides partial implicit augmentation.TCFrepresents
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Figure 7.Qualitative comparison forTCFunder a� rotation around z. ReViT closely matches the reference solution, faithfully capturing
near-wall turbulent streaks. Baselines introduce signi�cant artifacts and fail to maintain �ow continuity near the boundaries.

a symmetry-starved regime: the wall-bounded geometry and
dominant streamwise �ow induce severe spatial anisotropy,
effectively eliminating implicit rotational augmentation. By
comparing ReViT against benchmarks on those two tasks,
we aim to show that (1) hard-coding equivariance yields
superior performance; and (2) in highly anisotropic cases,
explicit equivariance is not just bene�cial, but strictly neces-
sary for correct physical modeling.

3D MHD. ReViT achieves a decisive improvement over
all baseline architectures, recording the lowest MSE (0.82
� 10� 2) and the highestR2 (0.98), as detailed in Table 2. It
outperforms the strongest baseline, AViT, by approximately
63% in MSE and surpasses standard backbones like UNet3D
and Swin3D by a signi�cant margin. Qualitatively, from the
visual comparison in Figure 1, ReViT preserves the sharp,
high-frequency structures of the magnetic �eld and veloc-
ity eddies, remaining virtually indistinguishable from the
reference simulation. Among the baselines, AViT performs
relatively well; its Axial Attention mechanism aggregates
information along axes (channels), which can arguably bet-
ter capture relevant features under rotation. However, AViT
still lacks the geometric structural equivariance, as detailed
in Section 4, resulting in it still introducing subtle aliasing
and distortions. Other baselines, such as P3D, AFNO, and
UNet3D, struggle signi�cantly, exhibiting severe smooth-
ing and checkerboard artifacts. Although the existence of
implicit rotational augmentation for baselines leads to a rea-
sonable correlation (R2 � 0:6). ReViT's lead here demon-
strates that even when data implicitly encourages symmetry
learning, hard-coded symmetries achieve higher accuracy.

3D TCF. The Turbulent Channel Flow experiment pro-
vides the strongest evidence for the necessity of ReViT's ar-
chitectural constraints with a stronger anisotropy and a lim-
ited implicit data augmentation. As shown in Table 2, ReViT
performs the best with an MSE of0:21� 10� 2 and anR2 of
0:96. This represents a reduction in error of 65% compared
to the next best performing models. Notably, the global
Fourier-based AFNO produces large errors (R2 < 0) due to
the non-periodic wall boundaries violating spectral assump-
tions. As illustrated in Figure 7, the turbulent structures
near the no-slip walls require capturing precise anisotropic
correlations. ReViT, by enforcing equivariance mathemati-

Table 2.Performance comparison on theMHDandTCFdatasets.
Metrics are computed over the full chiral octahedral groupO with
three different seeds and reported as mean� standard deviation.

MHD TCF

MODEL MSE (� 10� 2 ) # R2 " MSE (� 10� 2 ) # R2 "

AFNO 16.40� 42.30 0.60� 1.00 28.40� 56.40 -3.79� 9.49
P3D 10.20� 6.24 0.73� 0.15 5.72� 2.94 0.04� 0.05
UNET3D 3.64� 0.93 0.90� 0.03 7.12� 3.67 -0.20� 0.62
SWIN3D 3.58� 1.19 0.90� 0.03 0.60� 0.22 0.90� 0.04
AV IT 2.20� 0.36 0.94� 0.01 0.60� 0.23 0.90� 0.04

REV I T-3D (OURS) 0.82� 0.00 0.98� 0.00 0.21� 0.00 0.96� 0.00

cally, successfully resolves these �ne-scale turbulent streaks
without the blurring observed in P3D or the structural noise
seen in UNet3D. In 3D, ReViT achieves faster inference
(12.10 ms) than the comparable transformer baselines P3D
(16.45 ms) and Swin3D (13.15 ms), while delivering 96.3%
and 65% lower MSE on TCF, respectively. A detailed ef�-
ciency breakdown and an analysis of ReViT's architectural
variants are provided in Appendices N and P.

6. Discussion and Conclusions

We have introduced ReViT, a novel Vision Transformer
architecture that enforces strict rotational equivariance for
grid-based physical �elds. By leveraging local canonical-
ization and invariant embeddings, ReViT overcomes the
structural limitations of standard Transformers, achieving
state-of-the-art performance on complex PDE benchmarks.

Despite these advancements, our approach inherits limita-
tions of the underlying grid structure. Strictly exact equiv-
ariance is theoretically limited to the discrete symmetry
group of the grid due to inevitable discretization artifacts
and interpolation aliasing. While our experiments onKF
demonstrate that data augmentation helps the model dampen
the impact of these artifacts, it cannot fully eliminate them;
thus, equivariance to arbitrary continuous rotations remains
approximate.

Nonetheless, our results demonstrate that incorporating
physical symmetries as a hard constraint signi�cantly im-
proves generalization and maintains physical consistency.
Leveraging these capabilities in scalable Transformer archi-
tectures bears promise for a broad range of future learning
tasks.
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APPENDIX

This appendix provides supplementary data, mathematical derivations, and technical details to support the analysis presented
in the main text. We begin in Appendix A by providing expanded quantitative results and comprehensive visualizations for
theKF and 3D symmetry robustness across the chiral octahedral group for bothMHDandP3D. Appendix B follows with a
systematic ablation study that identi�es the necessity of each ReViT component for maintaining feature correlation.

In Appendix C, we present formal de�nitions, algorithms, and ef�ciency analyses for our local basis construction methods,
speci�cally the Average of Vectors (AOV, Appendix C.1) and the Basis of Averages (BOA, Appendix C.2), while also
covering adaptations to scalar �elds (Appendix C.3) and an analysis of computational overhead (Appendix C.5).

Furthermore, we address constraints and theoretical limits in Appendix D and Appendix E, which discuss periodic
boundary extensions and rotation aliasing in discrete lattices, respectively. Appendix F enumerates the speci�c experimental
con�gurations, hyperparameters, and hardware environments utilized for all benchmarks, ranging fromrotMNIST to
complex 3DTCF. This section also provides details of the baseline models compared to, such as parameter counts.

Additionally, Appendix G provides a formal error bound for approximate equivariance, Appendix H details the equivariance
evaluation metric, Appendix I discusses the advantages of local over global bases, Appendix J covers extensions to tensor
�elds and sensitivity to reference �eld choice, Appendix K analyzes computational complexity, Appendix L presents a data
scaling experiment, and Appendix P provides a systematic analysis of how ReViT's decoder, encoder aggregation, and
window size impact ef�ciency and accuracy.

A. Results details

This section provides additional quantitative data and qualitative visualizations to support the analysis of rotation equivariance
and robustness of our ReViT presented in Section 5.

A.1. Data Augmentation for 2D Kolmogorov-Flow Prediction

To ensure the statistical signi�cance of our �ndings, we provide the full MSE metrics for all model variants evaluated on the
KF dataset. Table 3 summarizes the mean squared error (MSE) across 20 rollout steps, averaged over three independent
training runs with different random seeds.

ReViT is compared to a PDE-Transformer architecture that closely matches its structure, but omits all extensions for
rotational equivariance. Thus, any differences in performance can be directly attributed to the proposed extensions. Data
augmentation is indicated by parentheses, i.e., models denoted by(+ �

3 ) are trained with all original data as well as the full
dataset rotated by+ �

3 as data augmentation.

The results demonstrate that our proposed equivariant architecture ReViT consistently outperforms the standard PDETrans
baselines, even when the latter are bolstered by extensive data augmentation. Notably, adding a small amount of diverse
angular data (+ �

3 ; + �
6 ) allows the equivariant model to achieve its lowest error (0:0803� 0:0015), whereas the same data

causes the baseline model to �uctuate or over�t, failing to signi�cantly improve its baseline performance of� 0:21.

Furthermore, we provide detailed rollout visualizations for various angular pairs in Figure 8. These visualizations illustrate
the model's predictive stability across the full spectrum of rotations discussed in the main text.
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Table 3.KF2D Results Summary: Comparison of MSE (� 10� x , if applicable) across different model variants. Results represent the
mean and standard deviation across three random initializations. Bold values indicate the best overall performance.

Model Variant MSE (20-step Rollout)

ReViT 0:1361� 0:0010
ReViT (+ �

3 ) 0:1031� 0:0046
ReViT (+ �

3 ; + �
6 ) 0:0803 � 0:0015

PDETrans-Aug 0:1853� 0:0138
PDETrans 0:2125� 0:0102
PDETrans (+ �

3 ) 0:2256� 0:0084
PDETrans (+ �

3 ; + �
6 ) 0:2065� 0:0058

A.2. Symmetry Robustness across the Chiral Octahedral Group

While the main text focuses on speci�c2� rotations to demonstrate performance, this section provides the complete
qualitative results for the chiral octahedral group (O). This group contains the 24 rotations that map a cube to itself,
representing all possible90� orientations in 3D space.

For each of the three evaluations, MHD Velocity, MHD Magnetic, and TCF Velocity, we visualize the model predictions
against the ground truth for every elementg 2 O. These visualizations serve to verify that ReViT's mathematical
equivariance holds strictly across all discrete rotations, maintaining physical features that baselines often distort.
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Figure 8.Visual comparison of model predictions across arbitrary orthogonal angular pairs(�; � + �= 2). Each row visualizes the rollout
for a speci�c angle pair. These comparisons qualitatively con�rm the numerical �ndings in Figure 5, speci�cally highlighting ReViT's
ability to maintain structural coherence and rotational equivariance compared to the blurry or inconsistent outputs of the data-augmented
baselines.

B. Ablation study on Equivariance

To validate the architectural design of ReViT, we perform a systematic ablation study and a stage-by-stage analysis. This
evaluation tracks the propagation of physical features through the hierarchical ReViT to precisely identify where rotational
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